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Scienti ¢ Method

Science is more than a body of knowledge; it is a way of thinking.

The method of science, as stodgy and grumpy as it may seem,
is far more important than the ndings of science.
|Carl Sagan

Scientistsargue!

Argument  Collection of statements comprising an act of
reasoning fronpremisedo a conclusion

A key goal of science: Explain or predigtiantitative
measurementgdata!)

Data analysis constructs and appraises arguments that redsom
data to interesting scienti ¢ conclusions (explanationsredictions)
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The Role of Data

Data do not speak for themselves!

We don't just tabulate data, weanalyzedata.

We gather data so they may speak for or against existing
hypotheses, and guide the formation of new hypotheses.

A key role of data in science is to be among the premises in
scienti c arguments.
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Data Analysis
Building & Appraising Arguments Using Data

Efficiently and accurately
represent information

Generate hypotheses:
qualitative assessment

Quantify uncertainty
in inferences

Statistical inferencds but one of several interacting modes of
analyzing data.
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Bayesian Statistical Inference

A di erent approach toall statistical inference problems (i.e.,
not just another method in the list: BLUE, maximum
likelihood, 2 testing, ANOVA, survival analysis . . .)

Foundation: Use probability theory to quantify the strerdgof
arguments (i.e., a more abstract view than restricting PT to
describe variability in repeated \random" experiments)

Focuses orderiving consequences of modeling assumptions
rather than devising and calibrating procedures
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Frequentist vs. Bayesian Statements

\I nd conclusion C based on datdD,, . . . "

Frequentist assessment

\It was found with a procedure that's right 95% of the time
over the setf D,,,g that includesDs."

Probabilities are properties giroceduresnot of particular
results.

Bayesian assessment

\The strength of the chain of reasoning frorD,, to C is
0.95, on a scale where 1= certainty.”

Probabilities are properties afpeci ¢ results

Performance must be separately evaluated (and is typically
good by frequentist criteria).
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Outline

@ Foundations|Logic & Probability Theory
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Logic|]Some Essentials

\Logic can be de ned aghe analysis and appraisal of argumehts
|Gensler, Intro to Logic

Build arguments with propositions and logical
operators/connectives

Propositions: Statements that may be true or false

P : Universe can be modeled with CDM
A ot 2 [0:9; 1:1]
B : is not O
B: \notB,)"ie., =0
Connectives:
ANB: A andB are both true

A_ B: AorB is true, or both are
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Arguments

Argument: Assertion that arhypothesized conclusiomd, follows
from premisesP = fA;B;C;:::g (take \," = \and")

Notation:
HjP . Premises” imply H
H may be deduced fror®

H follows fromP
H is true given thatP is true

Arguments are (compound) propositions.

Central role of argument$ special terminology for true/false:

A true argument isvalid

A false argument isnvalid or fallacious
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Valid vs. Sound Arguments

Content vs. form

An argument isfactually correcti all of its premises are true
(it has \good content").

An argument isvalid i its conclusion follows fromits
premises (it has \good form").

An argument issoundi it is both factually correct and valid
(it has good form and content).

We want to makesoundarguments. Formal logic and probability
theory address validity, but there is no formal approach for
addressing factual correctness there is always a subjective
element to an argument.
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Factual Correctness

Although logic can teach us something about validity and
invalidity, it can teach us very little about factual corretess. The
question of the truth or falsity of individual statements isimarily
the subject matter of the sciences.

| Hardegree, Symbolic Logic

To test the truth or falsehood of premisses is the task of
science. . . . But as a matter of fact we are interested in, and mus
often depend upon, the correctness of arguments whose pre&siss
are not known to be true.

| Copi, Introduction to Logic
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Premises

Facts| Things known to be true, e.g. observed data

\Obvious" assumptiong Axioms, postulates, e.g., Euclid's
rst 4 postulates (line segment b/t 2 points; congruency of
right angles . . .)

\Reasonable" or \working" assumption$ E.g., Euclid's fth
postulate (parallel lines)

Desperate presumption!

Conclusions from other arguments
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Deductive and Inductive Inference
Deduction|Syllogism as prototype

Premise 1:A impliesH
Premise 2:A is true
Deduction:) H is true
HjP is valid

Induction|Analogy as prototype

Premise 1:A;B;C; D; E all share propertiex;y;z

Premise 2:F has propertiex;y

Induction: F has propertyz

\F hasz"jP is not strictly valid, but may still be rational
(likely, plausible, probable); some such arguments are sigsn
than others

Boolean algebra (and/or/not ovef 0; 1g) quanti es deduction.

Bayesian probability theory (and/or/not over [L]) generalizes this
to quantify the strength of inductive arguments. o



Real Number Representation of Induction
P(HjP)  strength of argumentHjP

P 0 ! Argument isinvalid

1 ! Argument isvalid
(0;1) ' Degree of deducibility

N

A mathematical model for induction:

"AND' (product rule): P(A” BjP)

P(AJP) P(BJA~P)
P(BjP) P(AjBAP)

"OR' (sum rule): P(A_BjP) = P(AP)+ P(BjP)
P(A™ BjP)

"NOT" P(AjP) = 1 P(AjP)

Bayesian inference explores the implications of this model. /111



Interpreting Bayesian Probabilities

If we like there is no harm in saying that a probability exfses a
degree of reasonable belief. . . . "Degree of con rmation’ hagn
used by Carnap, and possibly avoids some confusion. But wieate
verbal expression we use to try to convey the primitive iddas t
expression cannot amount to a de nition. Essentially the oot

can only be described by reference to instances where itesl us

is intended to expresa kind of relation between data and
consequencéhat habitually arises in science and in everyday life,
and the reader should be able to recognize the relation from
examples of the circumstances when it arises.

| Sir Harold Je reys, Scienti c Inference
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More On Interpretation

Physics uses words drawn from ordinary language|mass, weight,
momentum, force, temperature, heat, etc.|but their technical meaning

is more abstract than their colloquial meaning. We can map between the
colloquial and abstract meanings associated with speci ¢ values by using
speci ¢ instances as \calibrators."

A Thermal Analogy

Intuitive notion

Quantification

Calibration

Hot, cold Temperature,T | Cold as ice = 273K
Boiling hot = 373K
uncertainty Probability, P Certainty =0, 1
p =1=36:
plausible as \snake's eyes
p = 1=1024:

plausible as 10 heads
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A Bit More On Interpretation
Bayesian

Probability quanti es uncertainty in an inductive inferencg(x)
describes hovwprobability is distributed over the possible valugs
might have taken in the single case before us:

P p is distributed

x has a single,
uncertain value

Frequentist x

Probabilities are always (limiting) rates/proportions/frequerss in
an ensemblep(x) describes variability, how thealues of xare
distributed among the cases in the ensemble:

P x is distributed
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Arguments Relating
Hypotheses, Data, and Models

We seek to appraise scienti ¢ hypotheses in light of obsdrdata
and modeling assumptions.

Consider the data and modeling assumptions to be the premises of
an argument with each of various hypothesét, as conclusions:
HijDus; . (I =\background information,” everything deemed
relevant besides the observed data)

P(HijD.s 1) measures the degree to whiclD(;|) allow one to
deduceH;. It provides an ordering among arguments for varidts
that share common premises.

Probability theory tells us how to analyze and appraise the
argument, i.e., how to calculat® (H;jD,; |) from simpler,
hopefully more accessible probabilities.
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The Bayesian Recipe

Assess hypotheses by calculating their probabilipé€lsl;j: : :)

conditional on known and/or presumed information using the
rules of probability theory.

Probability Theory Axioms:

"OR' (sum rule): P(Hy _Hqjl) = P(Hyjl) + P(Hyjl)
P(Hq; Hajl)

"AND' (product rule): P(Hy; Djl)

P(Hajl) P(DjHz; 1)
P(Djl) P(HajD; 1)

"NOT": P(Hijl) = 1 P(H4jl)
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Three Important Theorems
Bayes's Theorem (BT)

ConsiderP(H;i; Dyl ) using the product rule:

P(H|ID0bSJI) P(HIJI)P(DobsthI)

P(Dobsjl) P(HijDobs; I)

Solve for theposterior probability

P(Dobsti; I)
P(Dabsi!)
Theorem holds for any propositions, but for hypotheses &
data the factors have names:
posterior/ prior likelihood

norm. const.P(D,j!) = prior predictive

P(HijDass; 1) = P(Hijl)
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Law of Total Probability (LTP)

Consider exclusive, exhaustit’8;g (I asserts one of them
must be true),
X X
P(A; Bijl)

X

P(BijA; P (Ajl) = P(Al)

P(Bijl)P(AjBi;1)

i
If we do not see how to geP(Ajl) directly, we can nd a set
fBig and use it as a \basis"| extend the conversatian

P(Ajl) = § P(Bij)P(AIBi; 1)

[
If our problem already haB; in it, we can use LTP to get
P(Ajl) from the joint probabilities| marginalization

X
P(All)=  P(ABIjI)
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Example: TakeA = Dgs, Bi = H;; then
X
P(Dobsjl) = P(Dobs; HIJI)

X

P(Hijl)P(DovsjHi; 1)

prior predictive forD,,s = Average likelihood forH;
(a.k.a. marginal likelihoodl

Normalization

For exclusive, exhaustive;H

X
P(Hij )=1
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Well-Posed Problems

The rules express desired probabilities in terms of other
probabilities.

To get a numerical valueut, at some point we have to put
numerical valuesn.

Direct probabilitiesare probabilities with numerical values
determined directly by premises (via modeling assumptions,
symmetry arguments, previous calculations, desperate
presumption . .. ).

An inference problem isvell posedonly if all the needed
probabilities are assignable based on the premises. We may toee
add new assumptions as we see what needs to be assigned. We
may not be entirely comfortable with what we need to assume!
(Remember Euclid's fth postulate!)

Should explore how results depend on uncomfortable assumsgtio
(\robustness").
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Recap

Bayesian inference is more than BT
Bayesian inference quanti es uncertainty by reporting
probabilities for things we are uncertain of, given sped e
premises.
It usesall of probability theory, not just (or even primarily)
Bayes's theorem.

The Rules in Plain English

Ground rule: Specify premises that include everything rafeyv
that you know or are willing to presume to be true (for the
sake of the argument!).

BT: Make your appraisal account for all of your premises.

LTP: If the premises allow multiple arguments for a
hypothesis, its appraisal must account for all of them.
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Outline

® Inference With Parametric Models
Parameter Estimation
Model Uncertainty
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Inference With Parametric Models

ModelsM; (i =1 to N), each with parameters;, each imply a
sampling dist'n(conditional predictive dist'n for possible data):

p(Dj i; Mi)

The ; dependence when we x attention on thebserveddata is
the likelihood function

Li( i)  P(Dood i;Mi)

We may be uncertain abolit (model uncertainty) or ; (parameter
uncertainty).
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Three Classes of Problems
Parameter Estimation

Premise = choice of model (pick specii
I What can we say about;?

Model Assessment

Model comparison: Premise £M;g
I What can we say abouit?

Model adequacy/GoF: Premise #;_ \all" alternatives
I Is M; adequate?

Model Averaging

Models share some common params:= f ; ;g
I What can we say about w/o committing to one model?
(Systematic error is an example)
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Parameter Estimation

Problem statement

| = Model M with parameters (+ any add'l info)

H; = statements about ; e.g. \ 2 [2:5;3:5]," or\ > 0"
Probability for any such statement can be found using a
probability density function(PDF) for

P( 2[; +d] )

f()d
p(j )d

Posterior probability density

o e RUM)L()
PCIDIM) = B oMy LO)
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Summaries of posterior

\Best t" values:
Mode ", maximizesp(giD; M)
Posterior meapnhi = d p( jD;M)

Uncertainties:
Credible region of probability C:
C=P( 2 D;M)= d p(|D;M)
Highest Posterior Density (HPD) regiohasp( jD; M) higher
inside than outside
Posterior standard deviation, variance, covariances

Marginal distributions

Interesting parameters , nuisance pagameters
Marginal distnfor : p( jD;M)= d p(; jD;M)
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Nuisance Parameters and Marginalization

To model most data, we need to introduce parameters besides
those of ultimate interest:nuisance parameters

Example

We have data from measuring a rate= s+ b that is a sum
of an interesting signat and a background.

We have additional data just abou.

What do the data tell us abous?
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Marginal posterior distribution

4
p(siD;M) = db p(s; bjD; M)
z
I p(sjM)  db p(bjs) L(s;b)
P(SiM)L m(s)
with L (s) the marginal likelihood for s For broad prior,
_——bestb givens

Lm(s) p(stS) L(s; Bs) bs
b uncertainty givens

Pro le likelihood Ly(s) L (s; Bs) gets weighted by garameter
space volume factor

E.g., Gaussianss2%4 B, 2= 2+ 2

Backgroundsubtractionis a special case of backgrounaarginalization
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Model Comparison

Problem statement

I =(M1_ My _:::) | Specify a set of models.
H; = M; | Hypothesis chooses a model.

Posterior probability for a model
Ny . P(DjM;; 1)
I p(Mijl)L (M)
. R . .
But L(M;i) = p(DjM;) = d ip( iiMi)p(Dj i; M;).
Likelihood for model = Average likelihood for its parameters

L(Mj) = hL( )i

Varied terminology: Prior predictive = Average likelihood = Global
likelihood = Marginal likelihood = (Weight of) Evidence for model
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Odds and Bayes factors

A ratio of probabilities for two propositions using the same
premises is called theddsfavoring one over the other:

p(MijD;1)

p(M;jD; 1)

p(Mijl)  p(DjM;; 1)
p(M;jl)  p(DjMm;;1)
The data-dependent part is called thgayes factor
— p(DiM;; 1)

| N

' p(Dim;;1)

Oij

It is a likelihood ratig the BF terminology is usually reserved for
cases when the likelihoods are marginal/average likelitsood
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An Automatic Occam's Razor

Predictive probabilities can favor simpler models

P(DH)

Z
p(DiMi) = d i p( ijM)L( )

Simple H
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The Occam Factor

L
P Likelihood

q
Z
dip(iM)L()  p(NiMIL(Y)

p(DjMi)

L (%) ‘i

Maximum Likelihood Occam Factor

Models with more parameters often make the data more
probable | for the best fit

Occam factor penalizes models for \wastedblume of
parameter space

Quanti es intuition that models shouldn't require ne-tunig
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Model Averaging
Problem statement

| =(M1_ My _:::) | Specify a set of models

Models all share a set of \interesting" parameters,

Each has di erent set of nuisance parameters(or di erent
prior info about them)

H; = statements about

Model averaging

Calculate posterior PDF for :
X
p( jD;1) = P(MijD; 1) p( jD; M)
X z _
/ L(Mi) dip(; ijD;Mj)
[
The model choice is a (discrete) nuisance parameter here.
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Theme: Parameter Space Volume

Bayesian calculations sum/integrate over parameter/hypesis
space!

(Frequentist calculations average oveamplespace & typicallyoptimize
over parameter space.)

Marginalization weights the pro le likelihood by a volume
factor for the nuisance parameters.

Model likelihoods have Occam factors resulting from
parameter space volume factors.

Many virtues of Bayesian methods can be attributed to this
accounting for the \size" of parameter space. This idea doed n
arise naturally in frequentist statistics (but it can be aeld \by
hand").
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Roles of the Prior
Prior hastwo roles

Incorporate any relevant prior information

Convert likelihood from \intensity" to \measure"
I Accounts forsize of hypothesis space

Physical analogy
Z

Heat: Q = dVv ¢, (r)T(r)
Z

Probability: P/ d p(jhHL()

Maximum likelihood focuses on the \hottest" hypotheses.

Bayes focuses on the hypotheses with the most \heat.”

A high-T region may contain little heat if it, is low or if

its volume is small.

A highL region may contain little probability if its prior is low or if

its volume is small.
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Recap of Key Ideas

Probability as generalized logic for appraising arguments
Three theorems: BT, LTP, Normalization

Calculations characterized by parameter space integrals

Credible regions, posterior expectations
Marginalization over nuisance parameters
Occam's razor via marginal likelihoods
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Outline

@ Simple Examples
Binary Outcomes
Normal Distribution
Poisson Distribution
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Binary Outcomes:
Parameter Estimation

M = Existence of two outcomesS and F; each trial has same
probability for S or F

H; = Statements about , the probability for success on the next
trial ! seekp( jD;M)

D = Sequence of results frorN observed trials:
FFSSSSFSSSF31£ 8 successes ilN = 12 trials)

Likelihood:

p(Dj; M)

p(failurgj ; M) p(succesp; M)
n(l )N n
L()

43/111



Prior

Starting with no information about beyond its de nition,
use as an \uninformative" priop( jM) = 1. Justi cations:

Intuition: Don't prefer any interval to any other of same size
Bayes's justi cation: \Ignorance" means that before doing the
N trials, we have no preference for how many will be successes:

P(nsuccegM) = ﬁ ! p( M)=1

Consider this aonventiojan assumption added to M to
make the problem well posed.

447111



Prior Predictive

Z

p(DjM) d "@ M-

ni(N n)!
N+

B(n+1;N n+1)=

R
A Beta integral B(a; b) dxx® 11 x)° = ((?fbti)-
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Posterior

(N +1)!

ni(N n)! '@ A

p( jD;M)

A Beta distribution Summaries:
Best-t: * = # =2=3;hi= 3 064

= a (n+1)(N n+1) 0:12

Uncertainty: N2 2N+
Find credible regions numerically, or with incomplete beta
function

Note that the posterior depends on the data only through
not the N binary numbers describing the sequence.
n is a (minimal) Su cient Statistic .

46/111



p(aD.M)

68.3% HPD CR

95.4% HPD CR
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Binary Outcomes: Model Comparison
Equal Probabilities?

Myq: =1=2
Mz: 2 [0;1] with at prior.

Maximum Likelihoods

. 1
My : p(DjMy) = o = 2744 10 4
2 n 1 N n
Mp: L(») = = = =4:82 10*
p(DjM3)
— = _=0:51
p(Dj M2)

Maximum likelihoods favoM, (failures more probable).
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Bayes Factor (ratio of model likelihoods)

p(DjMy) = ziN; and  p(DjMy) = M
| B, POMy) - N+
?  p(DjMy) nI(N__n)i2N
= 1:57

Bayes factor (odds) favor; (equiprobable).

Note that for n = 6, B1, = 2:93; for this small amount of
data, we can never be very sure results are equiprobable.

Ifn=0, Bi 1=315;ifn=2, B1, 1=4:8; for extreme
data, 12 ips canbe enough to lead us to strongly suspect
outcomes have di erent probabilities.

(Frequentist signi cance tests can reject null for any sample size.)
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Binary Outcomes: Binomial Distribution

SupposeD = n (number of heads irN trials), rather than the
actual sequence. What ig( jn;M)?

Likelihood

Let S = a sequence of ips withn heads.

X . . n (1 )N n
(Si; M)p(niS; ; M)

S [ # successes =n|

n(l )N nCn;N

p(nj ; M)

Cn:n = # of sequences of lengthN with n heads.

N!
| . — n N n
LR M) = e ")
The binomial distributionfor n given , N.
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Posterior

N! n(l )N n

Loy = NN )
PC M) p(riM)
Z
. N!
p(njM) = m d "a )N f
_ 1
T ON+1
(N +1)!

I in"M) = n 1 N n
p( Jn’ ) n!(Pq n)! ( )
Same resultas when data speci ed the actual sequence.
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Another Variation: Negative Binomial

SupposeD = N, the number of trials it took to obtain a predi ned
number of successen,= 8. What is p( jN;M)?

Likelihood

p(Nj; M) is probability forn 1 successes iN 1 trials,
times probability that the nal trial is a success:

(N 1)

PN M) = DNyt CRA
(N 1 )
(n DLYN n)! (1 "

The negative binomial distributiorfor N given , n.
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Posterior

n(l )N n

iD;:M) = C2 .
F)( J ) n;N F)([)J hA )

Z
p(DiM) = Co\ d "@ )M "

(N +1)!

I p( jD;M) = m

n(l )N n

Same resulias other cases.
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Final Variation: Meteorological Stopping

SupposeD = ( N;n), the number of samples and number of
successes in an observing run whose total number was detedmine
by the weather at the telescope. What [ jD;M9?

(M%adds info about weather tiv.)
Likelihood

p(Dj ; MY is the binomial distribution times the probability
that the weather allowedN samples\W (N):

N!

pP(Dj; M% = W(N)m

n(l )N n

Let Ch.n = W(N) 'ﬁ . We get thesame resulias before!
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Likelihood Principle

To de ne L(H;) = p(DgHi; 1), we must contemplate what other
data we might have obtained. But the \real" sample space may be
determined by many complicated, seemingly irrelevant factdrs;
may not be well-speci ed at all. Should this concern us?

Likelihood principle:The result of inferences depends only on how
p(DgsjHi; 1) varies w.r.t. hypotheses. We can ignore aspects of the
observing/sampling procedure that do not a ect this depenuze.

This is a sensible property that frequentist methods do noash
Frequentist probabilities are \long run" rates of performes, and
depend on details of the sample space that are irrelevant in a
Bayesian calculation.

Example: Predict 10% of sample is Type A; obsenge=5 for N = 96
Signi cance testaccepts = 0:1 for binomial sampling;

p(> 3 =0:1)=0:12
Signi cance testrejects = 0:1 for negative binomial sampling;

p(> 3 =0:1)=0:03

55/111



Inference With Normals/Gaussians

Gaussian PDF

x_)?

p(xj ; )=4912—e 22 over[l ;1]

Common abbreviated notationx  N(; 2)

Parameters
Z

hxi dx xp(xj; )
z
hx )% dx (x  )*p(xi; )
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Gauss's Observation: Su ciency

Suppose our data consist & measurementsg; = + ;.

Suppose the noise contributions are independent, and
i N(©; ?).

Y

p(Dj;; M) p(dij; ; M)

Y |

= p(i=d j;; M)
Y (d )2

2 2

1
ﬂ%exp
i
1 5 2
- Q( )=2
- N(2 )N:Ze
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Find dependence d) on by completing the square:

X 2
Q = (d )
XI . . 1 X
= d?+N 2 2N d where d N d;
i i
_ ) 2 » 1 X T2
= N( d)*+ Nr wherer N (d d)

[
Likelihood depends ofd;g only throughd andr:

N 1 Nr2 N( d)2
LG)= [ =®P 32 &P 5

The sample mean and variance asa cient statistics.

This is a miraculous compression of information|the normal dist
is highlyabnormalin this respect!
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Estimating a Normal Mean

Problem speci cation
Model: di= + i, i N(:; 2, isknown! |=(; M).
Parameter space: ; seekp( jD; ; M)

Likelihood

. 2 a 2
p(DJ - M) = N(21)N=Zexp Nir M
NC @2

[ exp 52
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\Uninformative" prior

Translation invariance p( )/ C, a constant.
This prior isimproperunless bounded.

Prior predictive/normalization

z
d Cexp

C(:pﬁ)p?

N(  d)?

... minus a tiny bit from tails, using a proper prior.
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Posterior

. 1 N( d)?
D;; M)= —p—exX _—
p( ] ) (Tpmp? p 52
Posterior isN(d; w?), with standard deviatioow = = N.
68.3% HPD credible region for isd = PN,

Note that C drops out! limit of in nite prior range is well
behaved.
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Informative Conjugate Prior
Use a normal prior,  N( o;wg)
Posterior

Normal N(< w?), but mean, std. deviationshrink" towards
prior. ,
Dene B = m soB < 1 andB =0 when wy is large.

0

Then

e (1 pB) d+B

w = W 1 B

\Principle of stable estimation:" The prior a ects estimates
only when data are not informative relative to prior.
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Estimating a Normal Mean: Unknown

Problem speci cation

Model: di= + ;, i N(O; ?), isunknown
Parameter space: { ); seekp( jD; ; M)
Likelihood
. _ 1 Nr2 N ( )2
p(Dj;; M) = Wexp >z eXp 52
/ 1 Q=2 2

where Q=N r2+(  d)?
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Uninformative Priors

Assume priors for and are independent.

Translation invariance p( )/ C, a constant.

Scale invariancg¢ p( )/ 1= (atinlog ).

Joint Posterior for |

.in- =2 2
p(; iD;M)/ —ge Q0
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Marginal Posterior

z

. l =2 2
p( iD;M)/  d —e ©

q — q_—
let = %s0o = ZRandjdj= 32 %

Z
) p(jD;M) 1 2N2Q N2 4z le

/ Q N=2
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Write Q = Nr2 1+ —%  and normalize:

n #N:2
N - 2
o N1 1 d
PLIDIM) =y 5p=p 1y 2P

N
N

\Student's t distribution," with t = (ﬁ:o%
A \bell curve," but with power-law tails
LargeN:

p( jD;M) e N =
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Poisson Dist'n: Infer a Rate from Counts

Problem: Observen counts inT ; infer rate, r
Likelihood

(I’T)ne T

L(r) p(njr;M) = p(njr;M) = o

Prior

Two simple standard choices (or conjugate gamma dist'n):
r known to be nonzero; it is a scale parameter:

1 1

p(riM) = n(ra=r) 1

r may vanish; requirgp(njM)  Const:

. 1
p(rjM) = -

u
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Prior predictive

Z,
p(njM) = 11 dr(rT)"e '™
ry n! o,
11 T n T
= —= (T
T nt g d(rT)(rT)"e
i for r n
T “oT
Posterior
A gamma distribution:
n
primmy= T e

n!
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Gamma Distributions

A 2-parameter family of distributions over nonnegatixe with
shape parameter and scale parametes:

1
s( )

X=s

| X
D

p(Xj;s) =

Moments:

1]
0

ExX)=s Var(x)

Our posterior corresponds to = n+1, s=1=T.

Moder= 3, %anm = ﬂ (shift down 1 with I=r prior)

Std. dev'n | = Qﬂ credlble regions found by integrating (can
use incomplete gamma function)
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0.30

0.20

p(rln, M) (s)

0.05

0.00
0

Mode

16
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The at prior

Bayes's justi cation: Not that ignorance ofr ! p(rjl)= C
Require (discrete) predictive distribution to be flat:
z

p(njl) = dr p(rjl)p(njr;1) = C
I op(rjil)= C
Useful conventions

Use a at prior for a rate that may be zero
Use a log- at prior ( 1=r) for a nonzero scale parameter
Use proper (normalized, bounded) priors

Plot posterior with abscissa that makes prior at
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The On/O Problem

Basic problem

Look o -source; unknown background rate
CountN, photons in intervalT

Look on-source; rate is = s+ b with unknown signak
Count Ng, photons in intervalT op

Infers

Conventional solution

6=No =To ; b:pE:To
£ = Non=Ton; r = q Non=Ton
8=1 b s= 2+ 2

But % can benegative!
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GAMMNA-RAY FLUX CPhscmees2 sac)

x1Oee—g

Examples

Spectra of X-Ray Sources

Bassani et al. 1989
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(A)
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x10#4-2
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HARD X-RAY FLUX (Ph/cu#d2 sec)
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FPheteons cm
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107%

Di Salvo et al. 2001
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0.01

non-flaring 3

Energy {keV)
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log(FLUX m?s"'srev)

Spectrum of Ultrahigh-Energy Cosmic Rays

Nagano & Watson 2000
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N is Never Large

\Sample sizes are never large. Nf is too small to get a

su ciently-precise estimate, you need to get more data (or make
more assumptions). But onchl is “large enough,' you can start
subdividing the data to learn more (for example, in a public
opinion poll, once you have a good estimate for the entire doyn
you can estimate among men and women, northerners and
southerners, di erent age groups, etc etcN is never enough
because if it were “enough' you'd already be on to the next
problem for which you need more data.

\Similarly, you never have quite enough money. But that's ahet
story."

| Andrew Gelman (blog entry, 31 July 2005)
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Backgrounds as Nuisance Parameters

Background marginalization with Gaussian noise

Measure background rate = 6 |, with source o . Measure total
rater =% r with source on. Infer signal source strengthwhere

r=s+ b. With at priors,

#
(b B)2 exp (s+b )2

p(s;bjD; M) / exp 22 27
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Marginalizeb to summarize the results fog (complete the
square to isolatéb dependence; then do a simple Gaussian
integral overb):

(s 9?2 8=
22 Z

. ¥ b
p(siD;M) / exp = 2+ 2
r

) Backgroundsubtractionis a special case of background
marginalization
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Bayesian Solution to On/O Problem

First consider o -source data; use it to estimate

To (bTo )No e bTo
N, !

P(bjNo ;1o ) =

Use this as a prior fob to analyze on-source data. For on-source
analysislay = (lon; No ;1o ):

p(s;bjNon) 1 p(S)P(D)[(s+ b)Ton]Neme (S*)Ten iy,
p(sjlan) is at, but p(bjlay) = p(bjNo ;1o ), SO

P(s; biNon; lar) 1 (s+ b)Yt e STeng B(Ten*To )
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Now marginalize oveb;
Z
p(sjNon; lan) = db p(s; b j Non; lan)
Z
/ db (s+ b)NenpNo g STeng B(Ten*To )

Expand 6+ b)Ner and do the resulting integrals:

Xon i STon
P(SiNon; lan) = G Ton (STOinI) e

i=0

To ' (Non+ No i)
Ton (Non |)|
Posterior is a weighted sum of Gamma distributions, each assigning a

di erent number of on-source counts to the source. (Evaluate via
recursive algorithm or con uent hypergeometric function.)

G |/ 1+
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Example On/O Posteriors|Short Integrations
Ton=1
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Example On/O Posteriors|Long Background Integrations
Ton=1
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Multibin On/O

The more typical on/o scenario:
Data = spectrum or image with counts in many bins
Model M gives signal rates( ) in bin k, parameters

To infer , we need the likelihood:
Y
L()= P(Nonk; No ks ( ); M)
k

For eachk, we have an on/o problem as before, only we just
need the marginal likelihood fa (not the posterior). The same
Ci coe cients arise.

XSPEC and CIAO/Sherpa provide this as an option.

CHASC approach does the same thing via data augmentation.
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Outline

@ Bayesian Computation
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Bayesian Computation

Large sample size: Laplace approximation
Approximate posterior as multivariate normal det(covar) factors
Uses ingredients available irf/ML tting software (MLE, Hessian)
Often accurate toO(1=N)

Low-dimensional models ¥dL0 to 20)

Adaptive cubature
Monte Carlo integration (importance sampling, quasirandom MC)

Hi-dimensional models fb)

Posterior sampling|create RNG that samples posterior
MCMC is most general framework

&

84/111



Outline

® Measurement Error Applications
Number counts (ux distributions)
Coincidence assessment/cross-matching
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Accounting For Measurement Error

Latent/hidden/incidental parameters

Supposd (xj ) is a distribution for an observable.

From N samplesf x;g, we can infer from

L() p(xgi)=  f(xj)
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But what if the x data arenoisy, di = x; + ;?

We should somehow incorporate(x) = p(dijxi)

L(; fxQ) Q(fdigi;fxig)
Si()f (i)

This is an example oBayesian multilevel (hierarchical) modeling
Related to Eddington/Malmquist/Lutz-Kelker biases.

Key point: Maximizing over x and integrating over xgive very
di erent results!
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Example|Distribution of Source Fluxes

Measurem =  2:5log( ux) from sources following a \rolling power law"
distribution (inspired by trans-Neptunian objects)

f(m)/ 10 (m 23+ %m 23)%]

f(m)

1
23 m

Measurements have uncertainties 1% (bright) to 30% (dim)

Analyze simulated data with maximum likelihood and Bayes
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-.05

Parameter estimates from Bayes (dots) and maximum likelihood (circles):

N=100

Uncertainties don't average out!

-.05

-.156

N=1000

Crucial for \errors in variables,’survey analysis
Recent application areas: SN 19874; GRBs; TNOs
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Bayesian Coincidence Assessment

Ultra-High Energy Cosmic Rays
AGASA data above GZK cuto (Hayashida et al. 2000)

AGASA + A20

S[Jpergalactic Plane

58 events withE > 4 1019 eV
Energy-dependent direction uncertainty 2
Signi cance test | Search for coincidences< 2:5 :
6 pairs;< 1% signi cance
1 triplet; < 1% signi cance
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New Data: UHECRs{AGN Association?
Auger data above GZK cuto (Nov 2007)

.

27 events withE > 5:7  10'° eV
Energy-dependent direction uncertainfyl
Crosses = 472 AGN with distanc® < 75 Mpc
Signi cance test of correlation with AGN:
Tune E, D, angle cuto s with early events
Apply to 13 new event$ p-value 17 10 3
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Scienti ¢ Signi cance

High-energy (not UHE) CRs have isotropic directions
cosmological sources

HE and UHE CRs are protons or nuclei

UHE CR \sees" CMB photons as having very high enérg
GZK cuto ; CRs with E > 50 EeV are destroyed in
100 Mpc

If UHECRSs are isotropic, there isew physics

If no new physics, UHECR directions may point to local
sources (cosmi® eld distorts this)
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Direction Uncertainties: Fisher Distribution
\Gaussian on the sky"

Let h be the best- t direction. Forazimuthally symmetric
uncertainties, use:

- nf
L(n) = 4 sinh ©

= concentration parameter. For small uncertainties,

C
- Cc 23
If nis nearh (angle )
C 2
L(n) exp 572

(For asymmetric uncertainties, could use Kent dist'n.)
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Bayesian Coincidence Assessment

Direction uncertainties accounted for via likelihoods falnject
directions:

Li(n) = p(dijn); normalized w.r.t.n (convention)

Ho: No repetition
z z

dny p(n1jHo) L1(n1) dny
Z Z

dny L1(ny)

p(dy; dajHo)

T dn2

(4 )?

94/111



H;: Repeating (same direction!)
z
p(di; dojHo) = dn p(njHo) L1(n) L2(n)

Odds favoring repetition:
z
O =4 dn L1(n)L2(n)

2C C?2
. 2 _ 2, 2
— eXp S5 12= 1t 3
2
12 2

E.g. > =10 O 15for 12=26

@] 75 for 12=0

=
|

2225 o 7 for 12:26
O 12for 12=0

N
|
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Challenge: Large hypothesis spaces

For N = 2 events, there was a single coincidence hypothelis,
above.

For N = 3 events:
Three doublets: 1+2,1+3,0r2+3
One triplet

The number of alternatives grows combinatorially; we must gssi
sensible priors to them, and sum over them (or at least all
important ones).
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Small-N Brute Force Example

Bayesian Coincidence Assessment for AGASA UHECRs

N = 58 directions; search for coincidences

3 N
1653
1,272,810
607,130,370
30,856
404,753,580

N

OO WNE3S
NP OOOD>

Method:
Identify all pairs (13) and triplets (3) with
multiplet Bayes factors > 1

Generate & sum over all partitions including
those multiplets (gives lower bound)

Use at prior over all possible (n2; n3)

Odds for repetition: 1.4 (i.e., no signi cant
evidence)

n

o]

[1e]
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Outline

@ Probability & Frequency

98/111



Probability & Frequency

Frequencies are relevant when modeling repeated trials, or
repeated sampling from a population or ensemble.

Frequencies arebservables:

When available, can be used tofer probabilities for next trial

When unavailable, can bpredicted
Bayesian/Frequentist relationships:

General relationships between probability and frequency
Long-run performance of Bayesian procedures

Examples of Bayesian/frequentist di erences
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Relationships Between Probability & Frequency

Frequency from probability

Bernoulli's law of large numbers: In repeated i.i.d. triaggyen
P(succesg.::) = , predict

I\ISUCCGSS
—success as N !1

Ntotal
Probability from frequency

Bayes's \An Essay Towards Solving a Problem in the Doctrine
of Chances" First use of Bayes's theorem:
Probability for success in next trial of i.i.d. sequence:

N
= success oo Niotas ! 1

Ntotal
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Subtle Relationships For Non-1ID Cases
Predict frequency inlependentrials
re = result of trial t; p(ry;r2:::ryjM) known; predictf :
X

Hi = % p(r; = succes§M)
LooX X |
where p(rijM) = p(ri;rz2:::jMs)

rz N

Expectedfrequency of outcome in many trials =
averageprobability for outcome across trials.
But also nd that ¢ needn't converge to O.

Infer probabilities for di erent but related trials
Shrinkage:Biased estimators of the probability that share info
across trials are better than unbiased/BLUE/MLE estimators

A formalism that distinguishep from f from the outset is particularly
valuable for exploring subtle connections. E.g., shrinkage is eggloia

hierarchical and empirical Bayes.
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Frequentist Performance of Bayesian Procedures

Many results known for parametric Bayes performance:

Estimates are consistent if the prior doesn't exclude the true value.
Credible regions found with at priors are typically con dence
regions toO(n '2); \reference" priors can improve their
performance toO(n 1).

Marginal distributions have better frequentist performance than
conventional methods like pro le likelihood. (Bartlett correction,
ancillaries, bootstrap are competitive but hard.)

Bayesian model comparison is asymptotically consistent (not true of
signi cance/NP tests, AIC).

For separate (nhot nested) models, the posterior probability for the
true model converges to 1 exponentially quickly.

Wald's complete class theoren®ptimal frequentist methods are
Bayes rulegequivalent to Bayes for some prior)

Parametric Bayesian methods are typically good frequentisthoés.
(Not so clear in nonparametric problems.)
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Outline

@® Endnotes: Hotspots, tools, re ections
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Some Bayesian Astrostatistics Hotspots

Cosmology
Parametric modeling of CMB, LSS, SNe la cosmo params
Nonparametric modeling of SN la multicolor light curves
Nonparametric \emulation" of cosmological models

Extrasolar planets

Parametric modeling of Keplerian re ex motion (planet
detection, orbit estimation)
Optimal scheduling via Bayesian experimental design

Photon counting data (X-rays, -rays, cosmic rays)

Upper limits, hardness ratios
Parametric spectroscopy (line detection, etc.)

Gravitational wave astronomy

Parametric modeling of binary inspirals
Hi-multiplicity parametric modeling of white dwarf background
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Tools for Computational Bayes
Astronomer/Physicist Tools

BIE http://www.astro.umass.edu/  ~weinberg/proto_bie/

Bayesian Inference Engine: General framework for Bayesian infence, tailored to
astronomical and earth-science survey data. Built-in database capality to
support analysis of terabyte-scale data sets. Inference is by B&s via MCMC.

XSpec, CIAO/Sherpa

Both environments have some basic Bayesian capability (includig basic MCMC
in XSpec)

CosmoMC http://cosmologist.info/cosmomc/

Parameter estimation for cosmological models using CMB and otherdata via
MCMC

ExoFit http://zuserver2.star.ucl.ac.uk/ ~lahav/exofit.html
Adaptive MCMC for tting exoplanet RV data

CDF Bayesian Limit Software

http://www-cdf.fnal.gov/physics/statistics/statisti cs_software.html
Limits for Poisson counting processes, with background & e ci ency
uncertainties

root http://root.cern.ch/

Bayesian support? BayesDivide )

Inference Forthcoming at http://inference.astro.cornell.edu/

Several self-contained Bayesian modules (Gaussian, Poisson,rectional

processes); Parametric Inference Engine (PIE) supports 2, likelihood, and Bayes
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Python

PyMC http://trichech.us/pymc
A framework for MCMC via Metropolis-Hastings; also implements Kalman
Iters and Gaussian processes. Targets biometrics, but is gernml.

SimPy http://simpy.sourceforge.net/

Intro to SimPy http://heather.cs.ucdavis.edu/ matlo /simpy  .html SimPy
(rhymes with "Blimpie") is a process-oriented public-domain package for
discrete-event simulation.

RSPython http://www.omegahat.org/

Bi-directional communication between Python and R

MDP http://mdp-toolkit.sourceforge.net/

Modular toolkit for Data Processing: Current emphasis is on machine learning
(PCA, ICA...). Modularity allows combination of algorithms and o ther data
processing elements into \ ows."

Orange http://www.ailab.si/orange/

Component-based data mining, with preprocessing, modelingand exploration
components. Python/GUI interfaces to C + + implementations. Some Bayesian
components.

ELEFANT http://rubis.rsise.anu.edu.au/elefant

Machine learning library and platform providing Python interfaces to e cient,
lower-level implementations. Some Bayesian components (Gawssan processes;
Bayesian ICA/PCA).
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R and S

CRAN Bayesian task view

http://cran.r-project.org/src/contrib/Views/Bayesia n.html
Overview of many R packages implementing various Bayesian modeland
methods

Omega-hat http://www.omegahat.org/

RPython, RMatlab, R-Xlisp

BOA http://www.public-health.uiowa.edu/boa/

Bayesian Output Analysis: Convergence diagnostics and statistial and graphical
analysis of MCMC output; can read BUGS output les.

CODA

http://www.mrc-bsu.cam.ac.uk/bugs/documentation/cod a03/cdaman03.html
Convergence Diagnosis and Output Analysis: Menu-driven R/S plgins for
analyzing BUGS output
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Java

Omega-hat http://www.omegahat.org/
Java environment for statistical computing, being developed ly XLisp-stat and
R developers

Hydra http://research.warnes.net/projects/mcmc/hydra/

HYDRA provides methods for implementing MCMC samplers using Metopolis,
Metropolis-Hastings, Gibbs methods. In addition, it provides classes
implementing several unique adaptive and multiple chain/paralld MCMC
methods.

YADAS http://www.stat.lanl.gov/yadas/home.html

Software system for statistical analysis using MCMC, based on the
multi-parameter Metropolis-Hastings algorithm (rather than
parameter-at-a-time Gibbs sampling)
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C/C++ /Fortran

BayeSys 3 http://www.inference.phy.cam.ac.uk/bayesys/
Sophisticated suite of MCMC samplers including transdimensionalcapability, by
the author of MemSys

fom http://www.cs.utoronto.ca/ ~radford/fom.software.html

Flexible Bayesian Modeling: MCMC for simple Bayes, Bayesian regrssion and
classi cation models based on neural networks and Gaussian process, and
Bayesian density estimation and clustering using mixture modés and Dirichlet
di usion trees

BayesPack, DCUHRE
http://www.sci.wsu.edu/math/faculty/genz/homepage
Adaptive quadrature, randomized quadrature, Monte Carlo integration

BIE, CDF Bayesian limits (see above)
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Other Statisticians' & Engineers' Tools

BUGS/WIinBUGS http://www.mrc-bsu.cam.ac.uk/bugs/

Bayesian Inference Using Gibbs Sampling: Flexible softwareof the Bayesian
analysis of complex statistical models using MCMC

OpenBUGS http://mathstat.helsinki.fi/openbugs/

BUGS on Windows and Linux, and from inside the R

XLisp-stat http://www.stat.uiowa.edu/ ~luke/xIs/xlIsinfo/xlsinfo.html
Lisp-based data analysis environment, with an emphasis on providij a
framework for exploring the use of dynamic graphical methods

ReBEL http://choosh.csee.ogi.edu/rebel/

Library supporting recursive Bayesian estimation in Matlab (Kalman lter,
particle lters, sequential Monte Carlo).
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Closing Re ections

Philip Dawid (2000)

What is the principal distinction between Bayesian and classical gtistics? It is
that Bayesian statistics is fundamentally boring. There is so litle to do: just
specify the model and the prior, and turn the Bayesian handle. Thee is no
room for clever tricks or an alphabetic cornucopia of de nitions and optimality
criteria. | have heard people use this “dullness' as an argument ainst
Bayesianism. One might as well complain that Newton's dynamics, keing based
on three simple laws of motion and one of gravitation, is a poor sistitute for
the richness of Ptolemy's epicyclic system.

All my experience teaches me that it is invariably more fruitful, and leads to
deeper insights and better data analyses, to explore the conse@unces of being a
“thoroughly boring Bayesian'.

Dennis Lindley (2000)

The philosophy places more emphasis on model construction tharon formal
inference. . .| do agree with Dawid that "Bayesian statistics is findamentally
boring'.. . My only quali cation would be that the theory may be bo ring but the
applications are exciting.
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